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When people have meetings or discussions, frequently they use conuersationcd props: physical
models, drawings, or other concrete representations of information used to enhance the exchange
of information. If the participants are geographically separated, it is difficult to make effective
use of props since each physical prop can only exist in one place. Computer applications that
allow two or more users to simultaneously view and manipulate the same data can be used to
augment human-to-human telecommunication. We have built the Rendezvous system to aid the
construction of applications that can be used as conversational props. The Rendezvous system is
similar to many UIMSS or user interface toolkits in that it is intended to simplify the construc-
tion of graphical direct-manipulation interfaces. It goes beyond these systems by adding func-
tionality to support the construction of multiuser applications. Based on experience with several
large applications built with the Rendezvous system, we believe that it is useful for building
conversational props and other computer-supported cooperative work (CSCW) applications. We
present a list of required features of conversational props, some example applications built with
the Rendezvous system, and a description of the Rendezvous system.
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1. THE CONVERSATIONAL USE OF PROPS

When people come together to communicate,

rooms they use props like white boards, video
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Similar props are used in a wide range of business and education applica-

tions. The domain of game playing, for both entertainment and education,

relies heavily on props such as playing cards and game-specific playing

boards and tokens.

When geographically separated people work together, the technology of

remote collaboration frequently prohibits the use of props. The collaborators

are forced to use only voice communication. Teleconferencing with a video

channel allows one site to show other participants images of props. This

ability to share views of props is important progress, but it has limitations:

Single View. At any time, only a single view of the prop can be transmit-

ted. If one site requests a different view (say, the participants there want to

see the back of the prop), the view changes for all sites.

Single Manipulator. Only the originating site can manipulate the props.

This is a severe limitation when compared to traditional meeting rooms

where physical models can be passed among the meeting participants.

Physical Props Required. With widespread use of computers for every-

thing from spreadsheets to CAD, many important props are in computers.

Hardcopies can be made and transmitted by video or fax, but these are of

lower visual quality and are updated more slowly than shared interactive

displays.

The Rendezvous architecture and language are designed to provide appli-

cations that can be used as conversational props by geographically separated

people who are working or playing together. Two examples of distributed

multiperson props that we have built with the Rendezvous system are the

Conversation Board, a multiperson electronic whiteboard [Brinck 1992; Brinck

and Gomez 1992; Brinck and Hill 1993], and the CardTable, an electronic

card table [Rohall et al. 1992]. These applications are collections of props (or

tools for users to build collections of props) that can be used by people

engaged in remote collaboration. These shared electronic props have advan-

tages over video sharing of physical props:

Multiple View Types. The view for each participant can be customized for

the participant. For example, an electronic card table can show each player a

view of the card table from his or her own perspective.

Simultaneous Action. Since the props are in a shared electronic space,

rather than in a single site’s physical space, any site may be allowed to
manipulate the props at any time. Simultaneous manipulations of obj ects by

multiple sites are possible. In the case of the Conversation Board, all users

are free to draw on the whiteboard at the same time.

Computer-Based Props. The interactive computer applications can be used

as conversational props directly, rather than sharing the static artifacts
produced by the applications (e.g., printouts).

We believe that there is a need for conversational props for use by geo-

graphically separated people. Also, the increasing computerization of many
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businesses implies that there will be increased demand for electronic conver-

sational props for face-to-face meetings. We conjecture that shared computer

applications are a good way of providing these props.

Beyond the usual requirements of interactive software, shared computer

applications have additional requirements, many of which are described in

the computer-supported cooperative work (CSCW) literature. These require-

ments are all related to the presentation of, and control of access to, the

common information space:

Customized Views. Different users may wish to have different views of the

same information. For example, two users may be looking at a set of num-

bers. One user may want the numbers presented as a bar chart. The other

may prefer a pie chart. Views can be customized in other ways: for example,

controlling the level of detail presented.

Replicated Views. For educational and shared problem-solving tasks, it

may be necessary to have all users see identical views. This can help avoid

many simple confusions, and allows users to refer to objects by description,

e.g., “the red square in the upper-right corner.”

Public vs. Private Information. Some applications have both public and

private information. For example, in the CardTable (see Section 2.2) cards on

the table are considered public and can be seen and manipulated by anyone.

Cards in a player’s hand can be manipulated only by that player. Further,

only the player that owns a hand can see the faces of the cards in that hand.

All users should have free access to public information, while each user’s

private information should be protected.

Floor Control. Some applications require a mechanism for ensuring that

only one user is actively manipulating information at a time. We use confer-

ence terminology, referring to the person who currently is allowed to make

changes as the speaker, and saying that this person has the fZoor. There are

two requirements here: the ability to enforce floor control and a mechanism

for selecting the speaker.

Awareness. Most applications require a mechanism for letting users know

which other users are using an application with them and for showing (in

general terms) what the other users are doing. This is fundamental to the

collaborative aspects of group work. If the users are unaware of the other

users or what they are doing, how can they collaborate? The types of

awareness information needed and ways of providing it may vary among

applications. Note that there may be a conflict between awareness and

privacy. In some applications, allowing other users to know what one user is

doing may be considered an invasion of privacy.

Latecomers. In the world of physical meetings, participants can come and

go as they please. As new participants join a meeting, they can see the props
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in use and infer the current state of the meeting. In the case of computerized

props, it is important to bring any latecomers’ views up to date with the

other participants’ views quickly, so all participants are seeing the same

information.

Roles. In many applications it is necessary to support users with special

privileges (e.g., meeting chairs, instructors, and referees or mediators) or

restricted capabilities (e.g., students and spectators).

A final overarching requirement is that the props be easy and natural to

use in a conversational setting. This implies that it is more important to be

able to make simple changes quickly and easily than to produce precisely

formatted results.1 We conjecture that, for conversational use, gesture and

direct manipulation of the objects are better control mechanisms than the use

of command buttons and menus.

1.1 The Rendezvous System

Modern interactive programs are notoriously difficult and expensive to con-

struct. Applications that allow multiple users to work simultaneously are

even more difficult to construct. We have developed the Rendezvous architec-

ture and programming language to simplify the construction of multiuser

applications for real-time collaboration. These applications are intended to be

used, as conversational props, by multiple users from multiple workstations

simultaneously. We believe that, to be effective, the applications must make

use of multiple media, such as text, graphics, animation, and audio.

The design of both the Rendezvous architecture and language has been

driven by the requirements of distributed multimedia conversational props as

discussed above. The current Rendezvous language is based on Common Lisp

and CLOS [Steele 1990], which we have extended with a fast, feature-rich

constraint maintenance system, declarative 2D color graphics system with

depth ordering, and event-based scheduling to process user input. We use the

X Window~~ system [Scheifler et al. 1988] as a device-independent net-

worked graphics system for graphical output and input. Currently we use

SUN SPARCstationTM workstations and a variety of X terminals, all con-

nected via a local area network, as hardware platforms.

The remainder of this article begins with a user-level description of three

applications implemented with the Rendezvous system. One of these, a

Tic-Tac-Toe game, is used throughout to illustrate the Rendezvous architec-

ture and language. Sections 3 and 4 discuss the Rendezvous architecture and

object model respectively. Section 5 compares and contrasts the Rendezvous

10ur primary interest is in supporting informal, conversational interactions among people. There

w1ll be cases where precise results are needed, but these are not our primary focus.

‘M X Window is a registered trademark of MIT.
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Fig. 1. X players view of the Tic-Tac-Toe game.

system with some related systems. Section 6 summarizes our experience and

outlines some future work.

2. EXAMPLES OF RENDEZVOUS APPLICATIONS

In this section we describe three experimental multiuser applications that

have been built with the Rendezvous system. These are: a Tic-Tac-Toe game,

a multiplayer card table (known as CardTable), and a multiperson white-

board intended to support conversational interaction (called the Conversation

Board). In all cases, the applications are intended to be used in a context

where the users can speak to each other and possibly see each other (i.e., the

users are in the same room or the users are participating in a teleconference).

2.1 The Tic-Tac-Toe Game

Figure 1 shows the X player’s view of a Tic-Tac-Toe game implemented with

the Rendezvous system. This game allows two human players to compete.

Figure 2 shows the O player’s view of the game. The players’ views are

differentiated by the player indicator, which is the large X or O in the

background of the window.

The players make their marks by clicking the left mouse button in a cell on

the board. In the figures, it is X’s turn to move. As X moves his mouse pointer
over the board, the empty cells in Xs view “highlight” when the mouse
pointer is over them by displaying a tentative grey X. (The O player does not
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Fig. 2. 0 players view of the Tic-Tac-Toe game.

see this feedback, but gets analogous feedback when it is her turn to move). If

X clicks the left mouse button in an empty cell, the grey X will become black

and permanent, and a black X will be drawn in the corresponding cell in O’s

view. If O moves her mouse around the board while it is Xs turn to play, no

cells will highlight. If either player clicks the left mouse button inside a cell

that is not highlighted, no mark will be made. Instead, a beeping sound gives

feedback to indicate that an invalid move was attempted.

This description of the basic behavior of the game illustrates support

within the Rendezvous system for some important features of multiuser

interfaces:

Floor Control. Users are forced to take turns. This is a form of automated

floor control.

Customized Views. While X’s and O’s views are very similar, there is some
customization both in the player indicator, and in the visual feedback when

the mouse is moved over empty cells.

Replicated Views. X’s and O’s views are not fully replicated, but a large
and important part of them, the board, is replicated. Given support for

replication at this level—large portions of interfaces—it is not difficult to

replicate entire interfaces.

In addition to supporting the marking of cells by players, the game allows

users to reset the game (clear the board) and quit the game, with the two
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Fig. 3. X player dragging the Tic-Tac-Toe board.

buttons in the lower corners. These may be used by any player at any time.z

The interactions with these buttons illustrate:

Relaxed or Selective Floor Control. The automated floor control only forces

turn-taking when interacting with shared information. At all times, either

user is free to interact with their view of the game in ways that do not

directly update the board contents. The floor control is selective—it is applied

only to those things that require it.

Simultaneous Action. Either player is free to click on the reset button at

any time.

The Tic-Tac-Toe game allows users some minimal customization of their

views. By using the middle mouse button, they can drag the board to any

position in the window that they choose. Figure 3 shows the X player’s view

after dragging the board down and to the right. While this dragging has no

importance to the game, it illustrates some features:

Customized Views. Allowing the users to select the position for their board

is another example of customization of view.

2One might argue that only the player that gets to move next should be allowed to reset the
game. This would be a simple change, but we have not imposed this restriction in the current

version in order to illustrate both automatic floor control in the board and uncontrolled access in

the control buttons.
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Direct Manipulation. The simple “click-and-drag” approach to moving the

board is a type of manipulation that can be easily used as part of a conversa-

tion.

We will use this interface as a running example to illustrate features and

implementation techniques. We chose this interface because the application

is easy to understand and is relatively easy to implement, yet it illustrates

many necessary features of conversational props. It is also an example of an

interface that allows the users to engage easily in shared activity (game

playing) without getting lost in the technology.

2.2 The CardTable

The CardTable allows up to four players3 to interact with a deck of cards on a

card table [Rohall et al. 1992]. The players are free to play any game they

want, within the limits of the 52-card deck, and some restrictions that make

it impossible to play some “unusual” games where, for example, players see

the faces of the cards in others players hands, but backs of the cards in their

own hands. The CardTable does not impose any rules. Just like when playing

with physical cards, it is up to the players to know and enforce the rules of

the game.

Figure 4 shows Ralph’s view of a two-person blackjack game. John, the

other player, sees a different interpretation of the same information. In

John’s view, shown in Figure 5, the card table and the cards on it (but not

the command buttons in the corners) are rotated so that John’s hand is

at the bottom. Also, in John’s view, the cards in John’s hand are face up,

while the cards in Ralph’s hand are face down.

Users can interact with the cards and the card table via both direct and

indirect manipulations. Most interactions with cards are via direct manipula-

tion—the player simply uses the mouse to drag a card or pile of cards. This

mimics the real world where card players simply pick up individual cards or

piles of cards, and move them around. Some indirect manipulations are
provided to support actions, like shuffling, that are better supported by

command-oriented interaction than by direct manipulation. These indirect

manipulations are performed by selecting an action with a command button

from the corners of the table, and then a card or pile of cards to apply the

command to.
Like a real card table and deck of cards, the CardTable allows any player

to do (almost) anything at any time. The players must bring with them
knowledge of the rules of the game and must use social convention to enforce

them. The only restrictions imposed by the CardTable have to do with

interaction between cards and the players’ hands. These restrictions are all

intended to enhance the privacy of a player’s hand. Normally this privacy is

maintained by physical contact and careful holding of the cards. The

3A limit of four players is imposed due to limits on display size. Supporting more players requires

smaller cards, making them difficult to read.
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Fig.4. Ralph’s viewofthe blackjack game,

CardTable must provide alternative mechanisms since physical control of the

cards is impossible.

With the CardTable, only the player that “owns” a hand can move cards

into and out of the hand. The other players are prevented from dragging

cards into the hand (the cards will not allow themselves to be dragged into

the hand) and cannot manipulate the cards that are already in another user’s

hand. The cards in a hand are always faceup for the “owner” of the hand, but

face down for the other players. When a player drags a card out of his or her

hand, the CardTable places it on the table face down. If the player wants to

expose the card to the other players an explicit action is required. (This is

intended to avoid accidental exposure of cards.)

Several features of multiuser interfaces that were illustrated by the Tic-

Tac-Toe game are repeated here, most notably, customized views and simul-

taneous action. Additionally, the CardTable supports roles, but much more

richly than the Tic-Tac-Toe game. The CardTable supports latecomers, a

feature missing from Tic-Tac-Toe. In the CardTable, players can come and go

as they please. As they arrive, each player must choose a role which identifies

their seating position at the table. At most one player can be in each position.
Kibitzers-participants that can watch the game, but not play—are another

type of role that is supported. The different roles and the freedom of players

to come and go demonstrate support for the following:

ACM Transactions on Computer-Human Interaction, Vol. 1, No, 2, June 1994.
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Fig. 5. John’s view of the blackjack game.

Roles. The different roles have different privileges. Each player may only

see and manipulate the cards in the hand belonging to the player’s role. The

views are also customized so that each player’s hand is at the bottom of the

player’s display.

Latecomers. Allowing players and kibitzers to come and go demonstrates

support for latecomers.

The CardTable interface allows much more direct manipulation than the

Tic-Tac-Toe game. In the CardTable, the most common form of interaction is

dragging of cards. While a card is being dragged, all other players see it

moving. The players are directly manipulating the objects of the application

(the cards) and are immediately seeing the effect of other players’ manipula-
tions on the objects.

The CardTable has more elaborate graphics requirements than the Tic-

Tac-Toe game. The cards must be presented in color, and must exist in a 2.5D

space—x, y position on the table, plus a depth ordering.
In many interactive systems, dragging performance is improved by leaving

the object to be dragged at its initial position, and moving an outline box.

This works fine if there is only one user and only one thing dragging at a

time. But what if there are multiple users and multiple things dragging
simultaneously? How does a user know which objects are really where they
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Fig.6. Oneuser’s view of the ConversationBoard.

appear to be and which objects are currently being dragged? How does a

player know which outline box corresponds to which card? It is not sufficient

to let a player move a card without updating any of the other displays until

the final position is selected. If this is done, the other players will see cards

jump from one place to another—if they are looking at the right place at the
right time. They will have to make an extra effort to understand which cards

are moving and who is moving them. In short, many multiuser interfaces

have to show the flow of movement during dragging. The interface cannot

rely on all users knowing what one user is doing and present only the final

result as feedback.

2.3 The Conversation Board

The Conversation Board is a multiuser drawing tool that is designed to make

it easy to sketch drawings quickly that convey ideas [Brinck 1992; Brinck and

Gomez 1992; Brinck and Hill 1993]. It is not intended for the production of

high-quality illustrations. The emphasis in the Conversation Board is the

exchange of information during the creation of the drawing.

Figure 6 shows one user’s view of the Conversation Board. The Conversa-

tion Board gives its users much more freedom than either the Tic-Tac-Toe

game or CardTable. Graphical editing applications like this are often more

difficult to implement than interfaces that restrict the users to placing and

moving objects, such at the Tic-Tac-Toe game and CardTable.

The Conversation Board has a region at the top of the drawing window (the

rightmost window in Figure 6) that provides control of the program. The

drawing area contains a range of objects that have been created by the users.

There is also a teleprinter that shows that Tom (another user at a different

terminal) is currently pointing to the end of the text object with his mouse.

Teleprinters are a commonly used awareness mechanism.
The leftmost window in Figure 6 is a menu of 18 drawing tools. The user

can bind each tool to a mouse button by clicking on the tool with the desired

mouse button. Binding the tools to the mouse buttons makes three tools
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instantly available while allowing rapid access to a much larger set of tools.

We believe that this more rapid access to tools is important in conversational

settings. The remaining two windows are a menu of line sizes and styles and

a menu of colors.

All of the objects in the drawing may be manipulated by any user. In

general, all objects can be resized, recolored, moved, deleted, copied, and

moved in front of or behind other objects. All changes are immediately visible

to all users, so that the users always know what the other users are doing. It

is even possible for one user to delete or recolor an object while another user

is still creating it. We felt is was better to let the users avoid conflicts like

these via awareness mechanisms (e.g., teleprinters) and social protocols than

risk bogging down the interaction with floor control mechanisms.

The Conversation Board is different in spirit from the other two applica-

tions in that it allows users to create new objects, rather than just manipu-

late existing objects. Also, the Conversation Board has no notions of privacy

like the hands in the CardTable or the enforced turn-taking of the Tic-Tac-Toe

game. The purpose of the Conversation Board is the dynamic sharing of

ideas, the antithesis of privacy.

2.4 Summary

These three applications give an indication of the type of multiuser applica-

tions the Rendezvous system is intended to build and suggest the power,

importance, and range of conversational props. They are applications that are

used to enhance human-to-human communications. The applications are

characterized by multiple users manipulating objects on the display. The

manipulations may be simultaneous or sequential, according to some protocol

imposed by the application.

The Rendezvous system has been designed to provide lots of support for

advanced direct-manipulation graphical interfaces like the CardTable and

the Conversation Board, but they also support the more structured style that

the Tic-Tac-Toe game follows.

In the remainder of the article the Tic-Tac-Toe game is used to motivate

and illustrate features of the Rendezvous language and architecture. We use

this application because it is small enough for us to completely cover its

implementation. The other applications use a few additional Rendezvous

features, but are too long and complex to cover in this article.

3. THE RENDEZVOUS ARCHITECTURE

The Rendezvous language and architecture are both strongly object oriented.

The user interactions with the applications described in the last section are

expressed in terms of users manipulating objects, for example, “dragging

cards into hands” and “clicking on a cell.” The Rendezvous architecture tries

to reflect these interface objects in the structure of the running application.

This means that if there is a Tic-Tac-Toe board on the display, there is a

Tic-Tac-Toe board object in the program. The Rendezvous language (dis-
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cussed below) provides facilities for constructing these application-specific

objects and connecting them together.

There are two levels to the Rendezvous architecture: the overall structure

of the multiuser application and the structure of an individual user interface.

The overall architecture derives from the notion of dialog independence—sep-

arating user interfaces from the underlying applications. The structure of

individual interfaces is based on organizing the objects into a tree that

represents a “part-of,” or “contained-in,” hierarchy.

3.1 The Structure of Rendezvous Applications

Dialog Independence. Dialog independence is a key concept underlying
most modern User Interface Management System (UIMS) research. Dialog

independence implies a separation of interactive systems into two key compo-

nents: user interface and application. This separation occurs at design time,

with the user interface being designed by user interface experts and the

application by application experts, and at run-time, where the code written

by the two different design teams coexists. There has been a lot of discussion

on the advantages of dialog independence and the problems with the required

run-time separation (e.g., Dance et al. [1987], Green [1985], Hartson [1989],

Hartson and Hix [1989], and Thomas and Hamlin [1983]).

We chose to base the Rendezvous architecture on dialog independence

because it helps overcome many difficult problems with multiuser interfaces.

The Rendezvous architecture extends the notions of dialog independence with

one shared abstraction (the application semantics) connected to several views

(user interfaces). This structure is illustrated in Figure 7. An article on the

MVC architecture [Krasner and Pope 1988] and a book on the Andrew system

[Borenstein 1990] suggest similar approaches to dealing with multiuser

interfaces.

The shared abstraction stores and provides access to all information that is

common to all views. Keeping all information in one known location makes it

easy to allow users to join a running application and eliminates the problem

of maintaining consistency among the users’ views.

Typically, there will be one view per user, but a user may wish to have

several views onto the same abstraction. For example, a user may want to see

both pie chart and bar chart representations of the same data.

Given the decision to use dialog independence, the challenge is to overcome

the difilculties of dialog independence. These difficulties have two root causes:

one conceptual and one practical. The conceptual problem is the problem of

knowing (or being able to decide) what properly belongs in the view and what

belongs in the abstraction. The practical problem is in providing efficient, rich

communication between the abstraction and view to support the elaborate

feedback required by direct-manipulation interfaces. We developed the Ab-

straction-Link-View paradigm [Hill 1992] to address both problems.

Abstractions and Views. Within an application, there is an abstract repre-

sentation of all the common, or shared, information in an interactive pro-

gram. The views present the users with a customized view of some, or all, of

ACM Transactions on Computer-Human Interaction, Vol 1, No. 2, June 1994.
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Fig. 7. Basic Rendezvous architecture.

Fig. 8, Abstraction-Link-View structure.

DEl

the information in the abstraction. Each view can also update the abstraction

when its user manipulates the view. Users never interact directly with the

abstraction—all interaction with the information in the abstraction is medi-

ated by the views.

Decomposing a large system into well-defined modules like abstractions

and views is often difficult. It is particularly difficult for applications with

graphical direct-manipulation interfaces because there is a temptation to

share information among the modules to provide rapid feedback to the user.

Hartson [1989] examines the issues involved in making the separation and

offers some guidelines. In the case of multiuser interfaces, we have found that

thinking in terms of a shared abstraction and multiple, difierent views

helps. The abstraction is shared—it contains only information that must be

common to all users. Any other information belongs in the views.

While this simple rule helps, the problem of recognizing common informa-

tion remains. Fortunately, someone familiar with the domain of the interac-

tive application can, usually, produce a good guess quickly. Since there is a

clear decision rule, it is possible to reconsider the initial division as experi-

ence is gained with the application domain. Note, however, that this rule can

result in information being stored redundantly—both in the abstraction and

one or more views. The next section, on Links, shows how this potential

liability can be an asset.
In the Tic-Tac-Toe game, the abstraction stores the state of the game. The

state consists ofi

—the state of each of the 9 cells (one of x, o, or blank, and cell identification

—row and column numbers),

—an indication of which player gets to move next, and

—an indication of which player made the first move in this game (so the

players can be forced to take turns moving first when they play multiple
games in succession).
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Fig. 9. Linking each view to two abstrac-

tions.

View View View

The abstraction also supports operations to update its state in a consistent

way (for example, clearing the board sets the next-move and first-move

indicators).

The views store much more information. This is because they maintain a

lot of information on the state of the graphics, for example, its content (x, o,

or nothing), its position in the window, its bounding box (so the view can

quickly determine when the mouse is inside the cell), color and line-width

information, and many other parameters to control graphics and interaction.

In short, the view stores everything needed to generate the display and

support interaction. The display and the interaction mechanisms have a lot of

detail that is not needed in the abstraction, so the views tend to be more

complex. Information is often stored redundantly in both the abstractions and

views. While the information is redundant, it is rarely replicated because

each component stores the information in the form most useful for it. For

example, the cells in the abstraction store their row and column numbers.

The cells in the views store their positions within the board. This information

is redundant (the position of each cell can be calculated from its row and

column number and vice versa) but not replicated. This redundancy can

improve system performance, provided that consistency can be maintained.

Ensuring Value Consistency—Links. Given a separation into views and

an abstraction, some mechanism is needed to connect the components and

ensure consistency of any redundant information. We use links. Like views

and abstractions, links are objects, but they are very different in spirit. Links

rarely store any information. Normally, they are simply a bundle of con-

straints that keep values in the abstraction consistent with values in a view.

(The use of constraints in the Rendezvous language is discussed in Section 9).

The basic abstraction-link-view structure of Rendezvous applications is

shown in Figure 9—each view is connected to the abstraction with a link. It

is not necessary to adhere strictly to this structure. For example, Figure 9

shows each view connected to each of two abstractions by a link. This

structure could be used to attach a single interface (for each user) to two

abstractions. This allows an implementor to take the functionality of two

existing applications and present them to the users as a single integrated

application.
The links in the Tic-Tac-Toe game are responsible for keeping the game

state and cell state information consistent among the views and the abstrac-

tion. For the game state, there is one constraint in each link that keeps the
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next move indicator in the views consistent with the next move information

in the abstraction. For each cell state there are three one-way constraints:

one to compute the cell’s position in the window (view information) from its

row and column number (this constraint will be evaluated only once because

the row and column number do not change) and two (one in each direction)

that keep the cell content information consistent between the view and

abstraction.

What is important here is that the programmer has to specify only what

relationships must be maintained as a set of constraints. Automatically, the

constraint system will then maintain the consistency, even as users or

players are added to, or dropped from, the application.

The Abstraction-Link-View Paradigm. We call the high-level Rendezvous

architecture, as described above, the Abstraction-Link-View paradigm (or

ALV, pronounced “al-vee”) for short. We have found ALV an effective and

easily used approach for structuring and assembling multiuser applications.

The key to the power of ALV is the constraints. First, the constraints

convey information automatically among the views and abstractions when

needed. The programmer does not have to indicate when the information

must be conveyed. This is inferred by the constraint system.

Second, while conveying the information, the constraints can perform

arbitrary transformations. For example, the constraints that link cell state in

the Tic-Tac-Toe game transform the row-column information in the abstrac-

tion into a position in the view. Because the links do this transformation, the

views can be written exclusively in terms of view-specific information—the

view is unaware of the row and column numbers for the cells. Similarly,

the abstraction does not know how the row-column information is used

in the view. We say that the views are ignorant of the abstraction, and vice

versa. When a view or abstraction is changed, only the link need be changed.

Since links are small and simple, this is easy. Hence the use of links

enhances modularity and encourages reuse of abstractions and views.
Third, the links are not created by either the views or the abstractions.

They are created by an independent third party. By keeping the specification

of the view-abstraction linkage out of both the views and abstractions, both

the views and abstractions become more general and are easier to reuse in

other contexts.

Finally, the constraints guarantee that all redundant copies of information

are kept consistent. Using traditional programming technology, keeping re-
dundant information consistent is often difficult and error prone. The con-

straints eliminate the difficulty by updating values automatically as needed.

The impact of this is widespread. Instead of trying to separate views from

abstractions without redundancy (as has been tried in the past), ALV makes

it practical to tolerate the redundancy.

Further, ALV is able to exploit this redundancy. By keeping redundant

application information in the view (possibly transformed into a form that is

more useful to the view than the abstraction, such as window position instead

of row and column number for the Tic-Tac-Toe cells), the view can provide
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Fig. 10. MVCvs. ALVarchitecture.

more rapid screen update and feedback. Without this redundancy, frequently

the views have to retrieve information from the abstraction and transform it

into a useful form, before updating the display or providing feedback. Instead

of being an annoying source of errors, with ALV, redundancy is a mechanism

for improving the responsiveness of feedback.

ALV vs. Model-View-Controller. The Model-View-Controller (MVC)

[Krasner and Pope 1988] architecture is probably the most widely cited and

imitated objected-oriented user interface architecture. Therefore, it is appro-

priate to compare ALV with MVC and some of its descendants.

MVC decomposes an interactive system into three components: the model

which implements the underlying semantics, the view which presents graph-

ical output to the user, and the controller which interprets user input. The

view and controller register callbacks with the model. Whenever any aspect of

the model changes, the callbacks are notified. It is then up to the view and

controller to determine what has changed, and what, if anything, to do. All

objects run in a single process.

Figure 10 compares the basic structure of MVC to ALV. The ALV abstrac-

tion object corresponds to the MVC model object. The MVC view and con-

troller objects are combined in the single ALV view object. While MVC mixes

method-call (or procedure-call) and callback to provide interobject communi-

cation, ALV uses only constraints. Also, ALV’S constraints are installed and

maintained by the link objects, so the view does not have any code for

communicating with the abstraction and vice versa. This is not true of MVC,

where each object must communicate explicitly with the other two.

Many MVC derivatives (e.g., the Andrew Toolkit [Borenstein 1990]) com-

bine the view and controller into one object like ALV’S view. This reduces

some of the communication, but does not provide the advantages of having a

third object in charge of communication like ALV’S link objects. The following

points apply to MVC and most MVC derivatives:

—Modularity and Reusability. In MVC the view and controller need to

know about the model’s internal structure in order to know what has
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Fig. 11. Centralized Rendezvous implementation.

changed and how to react. This makes it difficult to modify any component

without affecting the others. It also requires that the view and controller

maintain a local representation of that part of the model’s state that they

are interested in.

—Callbacks us. Constraints. Callbacks make it impractical to have a third

party manage communication in the same way that links manage commu-

nication in ALV. Thus, the use of callbacks forces the communication to be

procedurally coded into all components involved in the communication.

This limits the reusability of the components.

Compared to constraints as supported by the Rendezvous language, call-

backs are quite static. In the Rendezvous environment, link objects (and the

constraints they contain) are automatically created and destroyed as the view

objects are created and destroyed. If callbacks were used, procedural code

would have to be written to ensure that callbacks are registered and deregis-
tered as needed.

Multiuser Interfaces. In theory MVC can support multiuser interfaces

with multiple view-controller pairs per model. There are, however, practical

problems dealing with concurrency and the bandwidth requirements of the

callback protocol. To overcome these problems Shared ARK [Smith et al.

1989] replicates all three components fully for each user instead of using

multiple view/controller pairs per model. All input from all users is serial-

ized and then broadcast to all instances of the application (private communi-

cation with Randall Smith). This simple replicated approach can be used to
turn quickly any single user application into a multiuser application, but can

only be used when all users have identical interfaces.

ALV vs. Replicated Approaches. ALV has a single abstraction that is

shared among all of the users’ views. In our current implementation, the

abstraction and all of the views run on a single processor. This is illustrated

in Figure 11. This approach is often referred to as a centralized architecture.
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An alternative to a centralized architecture is a

E=Abstraction

View

@

replicated architecture

[Crowley et al. 1990]. A replicated architecture has a complete application (an

abstraction-view-pair) for each user, as shown in Figure 12.

The principal difficulty with the replicated approach is: keeping all of the

abstractions consistent. Whenever a user causes a change in the information

in one abstraction, all of the other abstractions must be updated. As long as

the users are making independent updates, this is bothersome but not

particularly difficult. If, however, several users simultaneously make several

mutually exclusive changes, it is difficult to ensure that only one change is

made, all users’ views remain consistent, and all users see rapid response.4

Similar consistency problems are encountered when creating a new view and

abstraction for a latecomer. Because of its single abstraction which can

always be viewed as the “correct” state of the application from which all

copies can be derived, the ALV-centralized approach makes these problems

easier to solve.

Advocates of the replicated approach claim that it is more reliable (due to

the built-in redundancy) and does not require as much bandwidth as the

centralized approach (because only synchronization information needs to be

communicated among users) [Crowley et al. 1990]. The reliability of central-

ized systems can be enhanced by applying traditional reliability approaches

to the centralized abstraction and communications network (e.g., make a copy

of the central abstraction on a second machine, and switch to the backup if

the primary fails). Bandwidth requirements for the current, centralized

implementation of the Rendezvous system are not excessive. A single,

64Kbit/sec channe15 is sufficient to use any of the existing applications

implemented with the Rendezvous system. We have tried other centralized

multiuser applications, including arcade-style games, at these network speeds

and found performance to be adequate. So bandwidth should not be a

4There are several simple techniques that will meet two of these three conditions. Meeting all
three requires careful thought [Beaudouin-Lafon and Karsentry 1992]. There is a conflict
between rapid response and concurrency control.
5For example, a single ISDN “B’ channel.
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performance issue. Also, bandwidth requirements can be reduced by using a

distributed implementation of the centralized architecture as shown in Fig-

ure 13. This places the views on processors that are tightly coupled to the

user’s displays. When this is done, only the link information must be con-

veyed over the network. In general, the link information is much smaller

than either the raw input or output information.

For us, the most important reason for distributing the views across multi-

ple processors is not to reduce network bandwidth requirements, but to add

processors. The biggest problem with the current centralized implementation

is that all the views run on the same processor. This is simply a return to

timesharing with modern interfaces and hardware. It works fine, as long as

the load on the shared processor is not excessive, but, compared to traditional

timesharing, it is easy to overload the shared processor.

Four independent users sharing a processor will only require simultaneous

service from the processor by chance. Four users running a shared applica-

tion will almost always require simultaneous service because if one user’s

display needs to be updated, it is likely that all users’ displays must be

updated. Consider the CardTable. When one user drags a card, all of the

users’ displays must be updated simultaneously. Using one processor to

maintain a graphically rich view for each of four users places a very high load

on the processor. Going to larger numbers of users will require a multiproces-

sor solution.

The distributed ALV architecture is based on using the constraints in the

links as the interprocessor communication and synchronization mechanism.

The Rendezvous language, currently, does not support this distributed ap-

proach, but we have designed a distributed Rendezz~ous implementation that

can support a distributed implementation of ALV. (While it is not possible to

construct a distributed implementation of the Rendezvous constraint system

in general, the links use only a subset of the constraint system capabilities.

This subset can be distributed. Thus, it is possible to build a distributed

implementation of the Rendezvous system and ALV, that should provide near

perfect speedup.) This implementation would allow applications to be de-

bugged on a single processor, and then moved, without modification, to a

multiprocessor environment for use.
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3.2 Hierarchies of Objects

The Rendezvous high-level architecture, ALV, masks the complexity of views

and abstractions. ALV is concerned with dialog independence, multiple simul-

taneous users, and making connections among the components of an applica-

tion. Another layer of structure is required to help organize the views and

abstraction.

The Rendezvous philosophy is that interfaces are made up of objects that

the users can see and manipulate. These objects on the display should

correspond to objects in the implementation. This implies that there are

many, probably hundreds and possibly thousands, of objects in a view. All of

these objects should be organized into some structure to ensure that the

software is maintainable.

The structure we chose for the objects in a Rendezvous view is a tree of

composite objects. The run-time architectures of many user interface tool-

kits are based on similar trees (e.g., Interviews [Linton et al. 1989], Tube

[Herrmann and Hill 1989], Grow [Barth 1986]). Trees have three principle

advantages: trees are very general structures; fast algorithms for searching

and manipulating trees are well known; and objects in the real world can be

represented often as trees of composite objects. Organizing the interface

objects in a structure that is similar to real-world structures makes it easier

to build graphical direct-manipulation interfaces where the users’ manipula-

tions of interface objects can be understood in terms of manipulations of

real-world objects.

Trees of composite objects are used extensively in the Tic-Tac-Toe game

and the CardTable. The main focus of attention in the Tic-Tac-Toe game is

the playing board—the nine cells in which the players make their moves. The

board is implemented as a composite object: a rectangle (the outline around

the cells), with nine cells as children. The cells are also composite objects;

they are squares containing both an X and an O. The X and O objects are

normally invisible and are made visible as needed. The structure of the

Tic-Tac-Toe board—bigger things made from smaller things—is reflected in

the structure of the objects in the implementation. The CardTable has a

similar hierarchical organization. At the top level is a table (a green rectan-

gle) that contains cards and hands (which can contain cards).

Assuming a view as a tree of objects, and an abstraction as a tree of objects,

we see that the links between them will usually be an (implicit) tree of link

objects. The view and abstraction tree need not be identical in structure—

typically, the view trees will have many more objects in order to supply user

interface detail. The link objects need ony link-related objects in the views

and abstraction.

The abstraction for the Tic-Tac-Toe game has a root object with general

information on the game (next move, which player gets first move in the next

game). Below the root, there are nine cells. Each cell has a state (x, o, or
blank) and row and column numbers.

As is the case for most applications, the view for Tic-Tac-Toe has a much

richer structure than the abstraction. The root (TTTView) is a window with
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general game information (e.g., which type of player this is, X or O). This

window object has the board as well as the buttons and indicators as children.

As discussed above, the board has a deep and rich structure. Fig-are 14 shows

the general structure of each view for the Tic-Tac-Toe game.

Figure 15 shows the complete structure of the Tic-Tac-Toe game. For

simplicity only one view is shown, and the board is reduced to three cells

(from 9). Notice that the view and abstraction hierarchies need not be
identical—the links can connect related information as needed.

This diagram and the total count of 10 objects in the abstraction plus 37

view objects and 11 link objects per view, may be intimidating, suggesting

that the ALV architecture may be difficult to work with. However, the high

object count is mostly the result of the repetition in the board. Only ten new

classes are defined for the view (five of which are very simple, only specifying

default values for inherited slots) and only two classes for the abstraction.
Three new link classes were defined, but all are simple and consist of at most

7 lines of code. Thus, although the run-time structure of the Tic-Tac-Toe

game may appear complex, it does not have a complex implementation.

In addition to the arguments given above about the generality of trees,

there is another strong reason to use trees for organizing 2D and 2.5D

graphical objects. The resulting trees are usually trees of graphical contain-

ment. That is, the display area occupied by an object is usually contained

within the area of its parent. For example, the cells in the Tic-Tac-Toe board

are contained within their parent, the board. The graphics system can take
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advantage of this information to transform most searches of the tree of

graphical objects from linear to logarithmic in the number of graphical

objects. This can make a big difference for optimization of graphical update

which requires frequent searches of the tree.

Thus, the tree-based structure has important conceptual advantages and

can aid in the development of fast implementations of the underlying graph-

ics algorithms. The graphics model, and the algorithms to implement it, are

the subject of Section 4.1.

3.3 Ensuring Structural Consistency—Tree Maintenance Links

The link objects described above maintain consistency between the values of

slots in objects in the abstraction and the values of slots in objects in a view.

This type of link is very useful. It solves the consistency problem for applica-

tions where the number and type of objects, and the structural relationships

among them, is fixed throughout the execution of the application. The Tic-

Tac-Toe game is an example of such an application.

In the case of applications that allow editing, in particular the addition and

deletion of objects (e.g., the Conversation Board), this form of consistency

maintenance is not enough. In an application that allows users to create new

objects, when one user creates a new object, all the other users must be able

to see this new object on their displays.

We have developed tree maintenance links to maintain structural consis-

tency between the view and abstraction trees. Whenever a view or abstrac-

tion is changed by adding or deleting objects, or rearranging objects within a

tree, tree maintenance links, automatically, make corresponding changes in

the other tree(s). Thus, the trees always have the same structure in terms of

number objects and the positions of the objects within the trees. In the

Conversation Board, when one user creates or destroys an object, the tree

maintenance links update the abstraction and other views by creating or

destroying corresponding objects. Thus, it is easy for a programmer to con-

struct a multiuser editor that maintains consistency among all user’s views.

Also, tree maintenance links can be used to make the state of a latecomer’s

view consistent with the over users. Thus, tree maintenance links make

support for latecomers trivial.

In the Tic-Tac-Toe game, tree maintenance links are used to create the

cells in the view. The abstraction creates nine cells with row and column

numbers. A tree maintenance link between the board in the abstraction and

the board in the view creates the nine cells in the view as children of the

view’s board. The tree maintenance link also installs the ordinary links that

maintain value consistency between the cell objects in the view and abstrac-

tion. This simplifies the process of creating views and linking them to the

abstraction.

Links and tree maintenance links can be generalized. They need not be
restricted to connecting views to abstractions. For example, we have used tree

maintenance links to connect a prototype interface editor dynamically to a

running view [Brinck and Hill 1993]. The resulting structure is shown in
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Fig. 16. Using tree maintenance links to connect a user interface editor to a running view.

Figure 16. In general, links and tree maintenance links can be used any-

where it is useful to connect related objects.

4. THE RENDEZVOUS OBJECT MODEL

The Rendezvous architecture is strongly object oriented. The example pro-

grams above are described in terms of their objects, like the board and cells in

the Tic-Tac-Toe game, and cards and hands in the CardTable. The objects in

the example user interfaces could have been built strictly with the facilities of

a traditional object-oriented programming language, such as encapsulation,

polymorphism, and inheritance. While this is true, we believe that it would be

better to have a far richer object model when building advanced, direct-

manipulation interfaces.

Programming user interfaces is different from programming ordinary ap-

plications. In traditional programming, the emphasis is on implementing the

algorithm or data model. Often, the goal of the programming task can be

summarized as “computing the result .“ In user interfaces, the emphasis is on

generating and maintaining the display and reacting to user input. The goal

is to maintain consistency between system state and the display. To help the

programmer to maintain and react, rather than simply compute, we have

extended the Rendezvous object model with declarative graphics for generat-

ing and maintaining displays, an event system for reacting to user input, and

a constraint maintenance system to help maintain state in general.
These extensions adapt object-oriented programming techniques to the

needs of user interface implementation. With these extensions, programmers

write few traditional methods. The programming task is changed from method

implementation to constraint and event handler specification—tasks that are

more closely related to the problem.

The next three subsections give an overview of these extensions to the
Rendezvous object model. This is followed by a discussion of the Rendezvous

class hierarchy and how the Rendezvous object system extensions are used

within the standard Rendezvous classes.

4.1 The Rendezvous Declarative Graphics Model

From the user’s point of view, a key task of interactive programs is to

maintain the graphics on the display. For example, as the user places Xs or

O’s in the Tic-Tac-Toe game or drags cards in the CardTable, it is important

that all users see immediately the new state of the game. Writing explicit
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code to compute the drawing operations that are needed to update the

displays after each change in the state of the game would be tedious and

error prone.

The Rendezvous declarative graphics system eliminates any needto com-

pute display updates. Instead, the programmer creates and maintains a
model of the graphics to appear on the display. Any change to the model is

automatically reflected in the image on the display. The model is the tree of

objects in the view. For example, in the Tic-Tac-Toe game, the board is a

rectangle, with the cells as children. Each cell is a rectangle with an X and O

as children. The model can be changed by adding objects to or removing

objects from the tree, or by changing the values of graphical attributes of the

objects. Changes to this model, such as changing the position of the board,

result in updates to the display.

Graphical attributes that are common to all graphical classes include:

position, delta-x, delta-y, border color, fill color, visibility, offset from parent,

and clippings region. Specific graphical classes add attributes as necessary.

The meanings of the first five common attributes should be clear. The last

three require some explanation.

The visibility attribute controls whether the object is visible. We have

found that it is often useful to have invisible objects. There are three principle

uses of invisible objects: invisible regions for picking with the mouse, concep-

tual (but not visible) objects that add useful structure to the composition tree

in the view, and objects that appear and disappear frequently. Invisible

objects can add structure to the objects in the view. For example, the board

in the Tic-Tac-Toe game need not be visible as an enclosing rectangle around

the cells. But, even if the rectangle were not visible, it would be wise to group

the cells under an abstract, invisible board object.

In some interfaces, objects appear and disappear frequently. For example,

the X’s and O’s in the Tic-Tac-Toe game. Rather than create and delete the

objects as needed, it is often more efficient to create them all when the

interface is started, and then change their visibility as needed.

The offset from parent attribute is useful for inheriting position through

the tree of graphical objects at run-time. The offset from parent attribute

specifies the position of the object relative to its parent or its offset from its

parent. This offset is maintained, by a system of constraints (see Section 4.3),

as the parent is moved (say by dragging). Thus, the offset from parent

attribute can be used to “attach” children to a parent, just like component

objects are usually attached to the composite object in the real world.

Finally, each object has a rectangular clipping region. Whenever the object

or its children are drawn, they are clipped to this region. Normally this

means that children must be “inside” their parent, but there are mechanisms

for expanding an object’s region to include the regions of all their children.

Having a clipping region associated with each object makes it easy to build

scrolling regions within a window or clip sketches to the borders of the
sketching region. An additional important benefit is that the hierarchical

organization of these clipping regions makes it easy to use tree-based search

algorithms (rather than slower linear searches) during redraw optimization
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and pick detection. The clipping region defaults to the bounding box for the

object, but can be changed arbitrarily.

In addition to these common graphical attributes, there are some common

attributes that are for internal use of the graphics system and many at-

tributes that are specific to specific graphical classes. The Rendezvous graph-

ics system watches all of the graphic attributes of all the view objects and

updates the display whenever any of the attributes change. The redraw

algorithm tries to minimize the number of objects that must be redrawn

while preserving depth ordering. The depth ordering of the objects is deter-

mined by their location in the tree. Parents are always behind their children.

Among children, the child that is rightmost in the tree is on top. Depth

ordering of objects is changed by changing their order in the tree.

Normally, the Rendezvous graphics system double-buffers output to reduce

flicker during display update. To improve update performance for fast-moving

objects (e.g., teleprinters and objects being dragged), a special sprite mode is

supported. Any objects whose sprite attribute is set to true will be drawn in

sprite mode. Objects drawn in sprite mode can be drawn more quickly than

regular objects, but depth ordering is not preserved and double buffering not

used; hence, there may be some flicker, and depth ordering may be incorrect.

Turning the sprite mode attribute off will cause any affected object to be

redrawn in the correct depth order.

The Rendezvous graphics model is concerned with input as well as output.

Each object includes attributes that control whether it is pickable (is notified

when a mouse button is pressed or released while the mouse pointer is inside

its displayed region on the display) and whether it is notified when the mouse

pointer enters or exits its region on the display. The Rendezvous graphics

system does all the necessary processing to determine which, if any, objects

are to be notified about mouse activity. This processing includes a precise

check of whether the mouse pointer is inside the display for each object,

rather than simply checking whether the pointer is inside the bounding box

for the object.

The goal of the Rendezvous graphics model and underlying graphics sys-

tem is to provide the programmer with a declarative graphics system where

the programmer only has to describe what should appear on the display or

which objects are mouse sensitive. It is then up to the graphics system to turn

this description into a running program that always keeps the display

up-to-date, and informs the objects about mouse activity.
By making graphic input and output declarative, the programmer is spared

the tedious and error-prone task of computing both screen updates and

selected objects from mouse input. More importantly, the display update and

pick-processing algorithms, being part of the system, can be optimized once,

and then all interfaces will benefit from these optimizations. While faster

algorithms, optimized for specific user interfaces, could be developed, the

average programmer is not likely to make the effort. By making these

optimization part of the system, all applications benefit from good graphics

performance, with no additional programmer effort.
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4.2 The Rendezvous Event Model

The objects in the graphical hierarchy must have some way of receiving input

from the user. In the Rendezvous system, input from the user is handled as

asynchronous events. Events representing user actions such as key presses,

mouse movements, or mouse button activity, are delivered to individual

objects.

Each object has a collection of event handlers. Event handlers provide a

mapping between events and a procedure to be carried out. For example,

there is an event handler for the cell class in the Tic-Tac-Toe game that

reacts to the PointerEntered event. This event indicates that the mouse

pointer has entered the area on the display occupied by the cell. The event

handler checks to see if it is this player’s turn to move and that the cell is

empty. If both are true, the cell is highlighted by drawing a tentative gray X

or O. In general, the event handlers implement interactive behavior by

mapping from user input to object reactions. A library of standard event

handlers (e.g., dragging, highlight on mouse pointer enter) is provided in the

Rendezvous environment.

The basic event-handling mechanisms used in the Rendezvous system are

derived from Sassafras [Hill 1986]. The event system treats each object as a

lightweight process. Events are queued centrally, and are distributed to the

objects in the order in which the events are received. Within each object, the

processing of an event is an indivisible operation, i.e., the processing of an

event in an object cannot be preempted by any other processing. Because the

lightweight processes running the objects are nonpreemptive, programmers

need not be concerned about other objects getting control during critical

sections. This avoids many problems of concurrent programming, while pre-

serving some of the benefits that are important to user interface implemen-

tation. In particular, the programmer can treat each object as an indepen-

dent agent that is capable of responding to user input without interaction

with other objects. It is, however, important that no object engage in time-

consuming processing. This is not a serious restriction since such processing

occurs rarely in user interface objects.

Programmers can define their own events. These programmer-defined

events are useful as higher-level signals of user behavior or system state. For

example, the Button library class (which is used to create text buttons such

as the reset and quit buttons in the Tic-Tac-Toe game) defines the event

ButtonEvent that is sent by the button object to the parent of the button

object when the user clicks on the button object with the mouse. The event

ButtonEvent provides higher-level information than the low-level mouse

motion and mouse button events.

While each object is a lightweight process, each view and each abstraction

is a preemptively scheduled process. This additional layer of processes helps

ensure fair sharing of processing resources among the users and simplifies

interface implementation by ensuring that the views and abstractions are

executed independently. Programmer-defined events may be used to commu-
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nicate between views and abstractions, but, to be consistent with the ALV

architecture, constraints are usually used for this communication.

4.3 The Rendezvous Constraint System

Much of the programming effort in implementing user interfaces is centered

on the task of maintaining consistency between application information and

the display. This consistency must be maintained in the presence of updates

to the application information. Maintaining internal consistency within both

the user interface and the application are other important programming

problems. Traditional procedural programming constructs provide little sup-

port for maintaining consistency, making it difficult to implement user

interfaces with traditional languages.

The Rendezvous object system includes a constraint maintenance system to

simplify the maintenance of state in user interfaces and consistency between

the user interface and the application information [Hill 1993]. This constraint

maintenance system is also used to implement the declarative graphics

system and to communicate between abstractions and views using the ALV

architecture. The constraint maintenance system is even used to maintain

the state of its own internal data structures. In short, we have found the

constraint maintenance system to be a very useful tool. The Rendezvous

constraint maintenance system is similar to, but slightly more general than,

the one-way constraint systems in Coral [Szekely and Meyers 1988], Garnet

[Myers et al. 1990], Penguims [Hudson and Mohamed 1990], and Tube [Hill

and Hermann 1989].

Constraint systems allow programmers to adopt a new approach to pro-

gramming. Rather than being concerned about the order of execution of

different parts of the program and the correctness of the program as a whole,

the programmer just adds constraints that are individually correct. Order of

execution and execution context are irrelevant because constraints are

declarative specifications of static relationships among values. There is rarely

any need to check proposed changes to individual constraints for dangerous

interactions with other constraints. This is not true for changes in procedural

code where minor changes can have serious interactions with distant code.

Constraint systems are often described in terms of variables, which store

values, and constraints. The specification of a constraint consists of a set of

source variables, a set of target variables, and a method. Conceptually,

whenever the value of any of the source variables changes, (1) the method is

applied to the new values of the source variables and (2) it computes new
values for the target variables. 6 Most one-way constraint systems allow

variables to be the target of at most one constraint. Further, if a variable is

the target of a constraint, you cannot assign a value to it directly from other

code. This is very restrictive. Multiway constraint systems, like DeltaBlue

[Freeman-Benson et al. 1990; Sannella et al. 1993], allow variables to be the

6Since the constraints must make use of the normal slot access mechanisms, the data-hiding

objective of object-oriented programming is preserved.
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Most one-way constraint systems sUow only one constraint to be inbound on a vtmable, In
this case, the constraint (represented by tbe rectangle) determmes tbe value of b -- b + f(a)
No other constraint that sets the value of b can be added and the progrsm may not assign a
value to b The only way to change the value of b N to change the value of a.

*
Multl-way constraint systems allow multiple constraints to set the value of a variable In tins
case, the two constraints imply b = f(a) and b = g(c). In general, comectly enforcing these
constraints wdl require that f and g be mvertlhle and that the reverses are known to the con-
straint solver

Fig. 17. One-way vs. multiway constraint systems.

target of multiple constraints (Figure 17) and allow assignment to con-

strained variables. This provides much more flexibility for the programmer.

This flexibility is important—the links in the ALV paradigm cannot be

implemented with most one-way constraint systems because these systems do

not allow multiple constraints to be inbound on a single variable. Another

important feature is tolerance of cycles in the constraint graph. While cyclic

graphs are, in general, very difficult to solve, simple cycle breaking as found

in many one-way solvers (e.g., Hudson and Mohamed [1990] and Vander

Zanden et al. [1994]) are adequate for dealing with the cycles that occur in

ALV links.

The Rendezvous constraint system has a one-way constraint solver at its

core, but it allows variables to be the targets of multiple constraints and

allows any code to set the value of constrained variables. This can result

easily in constraint graphs that (in theory) the one-way constraint solver

cannot solve; but, in practice, the programming flexibility is very useful, and

unsolvable graphs are extremely rare.

The Rendezvous constraint system has three features that are not found in

most fast constraint maintenance systems used in other user interface con-

struction tools [Hill 1993]: indirect references in both source and target

variables, tolerance of side effects, and special handling of uninitialized

variables.

Indirection is a powerful tool in programming, so it is logical that indirec-

tion would be useful in a constraint system. Vander Zanden et al. [1991;

1994] give many reasons for supporting indirection in constraint systems,

based on their experience with Garnet. Within a constraint system, indirec-

tion allows the source and target variables of a constraint to be determined
by indirect references. Indirect references are useful if the sources or targets

are not known until run-time or may change at run-time. Indirection is used

throughout most Rendezvous interfaces. For example:
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Dynczn-zic Inheritance. At run-time, the constraint system is used to in-

herit properties such as position, size, and color, from its parent (or other

distinguished object in the tree of objects). Since the structure of the tree can

be changed at run-time the parent of an object may change at run-time.

Indirection in constraints makes it easy to implement this dynamic inheri-

tance, where an object inherits properties from its parent, event as its parent

changes.

Binding Constraints to the Selected Object. Within many interfaces, there

is a concept of the (set of) selected object(s). Often the selected object will

have special properties such as special display properties to highlight it and

special behaviors. These display properties and behaviors can be imple-

mented by constraints that use pointers to the currently selected objects.

These constraints would have slots of the currently selected object (e.g., color,

line width) as targets, so that the constraints could highlight the object.

Other constraint systems support indirection, but not as generally as the

Rendezvous system. For example, Garnet supports indirection only for source

variables. SkyBlue [ Sannella 1992], on the other hand, supports indirection

for both source and target variables, but with semantics that are less

powerful and less useful than the current semantics implemented by the

Rendezvous constraints system.

Second, in order to support tree maintenance links, the constraints in the

links must also be able to create and destroy objects. But Rendezvous objects

include constraints, so, ultimately, constraints must be able to create and

destroy constraints. Few constraint systems can support this, because it

implies that the constraint graph can change while the constraint maintainer

is running. Despite the difficulty of supporting this feature, it is needed to

implement tree maintenance links fully (which must create and destroy

objects), which is an important part of ALV. The Rendezvous constraint

system does not, directly, support constraints that create and destroy con-

straints, but has a general mechanism for tolerating side-effects—changes to

the constraint graph while the constraint solver is active. The technique is

based on deferring side-effects until the constraint maintainer is inactive.

Finally, when working with an earlier version of the Rendezvous system,

programmers often had to protect constraints against uninitialized values in

the constraints’ sources. This problem primarily occurs at object creation

time. Not all slots can have initial values specified statically in advance—some

must be computed (by constraints) at creation time, The current version of
the Rendezvous constraint system simplifies the handling of uninitialized

variables, enabling constraints only when all of their source variables are

initialized. Thus, at the beginning of initialization of an object many con-

straints may be disabled. As the methods for enabled constraints are evalu-

ated, slots become initialized, and more constraints are enabled. Eventually

all slots are initialized, and all constraints are enabled. This mechanism
ensures that no constraint method has to guard against the possibility that

any of its sources are uninitialized. (To aid debugging, the constraint system

will report, as warnings, constraints that cannot be evaluated because some
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of their sources are not yet evaluated. Only constraints in objects that have

been fully initialized will be reported).

4.4 The Rendezvous Class Hierarchy

Like most object-oriented programming environments, the Rendezvous classes

are organized in an inheritance graph. Since the Rendezvous language is

built on the Common Lisp Object System [Steele 1990], which supports

multiple inheritance; the Rendezvous class “hierarchy” is really a directed

acyclic graph and is not a strict hierarchy. As in most other object-oriented

languages, slot and method definitions are inherited from superclasses. Addi-

tionally, constraints and event handlers are inherited. It is important that all

aspects of classes be inherited, including these extensions that we have

added.

A small portion of the Rendezvous class hierarchy is shown in Figure 18.

Only the basic classes are shown. The most important classes are: TreeNode,

Graphic, and Link.

The class TreeNode is an ancestor of all classes whose instances can appear

in either the view or abstraction trees. It provides support for all basic tree

operations, including adding and removing children. (The TreeMaintenance

class, which is mixed with the Link class in the MaintLink class, has

intimate knowledge of the operations allowed on instances of TreeNode.)

The class Graphic is the ancestor of all graphic classes. This class inherits

from TreeNode because the Graphic objects will be in the display tree. It also

inherits from GraphicEssence, which provides graphical attributes that a

programmer may want to have in a class in the abstraction. The class

Graphic adds attributes that are specific to objects that the user will display

and interact with. (The class Essence is provided as a location for attributes

common to all classes that represent presentations to the user. For example,

we anticipate the possibility of adding the classes AudioEssence,

VideoEssence, Audio, and Video, corresponding to GraphicEssence and

Graphic, in the future.)

The class Graphic implements the graphic model discussed above. The

definition for Graphic is so complete that many subclasses (for example, Oval

and Rectangle) need only add one or two methods: one to redraw the object

and (in the case of classes with nonrectangular display appearances like oval)

one to check whether a point is inside the object. Making Graphic complete

simplifies the addition of new graphical classes and makes the graphical

classes more consistent, making it easy to write event handlers and con-

straints that could be applied to any graphical class. There are, however,

difficulties with making Graphic complete. Most subclasses of Graphic have

two colors: border and fill. Thus, Graphic defines the slots borderColor and

fillColor. But some subclasses of Graphic do not have two colors. The class

Pixmap (for Pixel Map) has no overall color, and the class Text has three
colors: border, fill, and text. Deciding what to include in Graphic, and what to

leave out, requires balancing the ease of implementing the common cases

against the need to support the exceptions.
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TreeNode Essence Link Maintenance

\
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Graphic Essence \

TreeMaintenance

Graphic MalntLink
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Oval

Fig. 18. A portion of the Rendezvous class hierarchy,

The class Link provides some basic slots and constraints to simplify

creation, installation, and destruction of links. Notice that the link class is

not a subclass of Tree-Node. This is because links are not explicitly organized

into a tree. The tree structure of the links is implicit and is derived from the

structures of the two trees they are linking. The class TreeMaint inherits

from both Link and TreeMaintenance and implements tree maintenance

links described in Section 3.3. (The class Maintenance is provided in case

structures other than trees will be supported in the future.)

Even in this small sample of the Rendezvous class hierarchy, it is clear

that we use multiple inheritance frequently. Multiple inheritance is a power-

ful, yet often, confusing concept. To help use it effectively we only use

multiple inheritance with mix-ins. The basic idea is to have a set of base

classes and a set of mix-in classes. This is analogous to paint stores, which

usually have a collection of basic paints called “tinting bases,” and a collec-

tion of pigments (tints) that can be mixed into the tinting bases to make

paints of specific colors.

In the Rendezvous class hierarchy there are three key classes that form the

basis of most classes in applications: TreeNode, Graphic, and Link. The class

Graphic was created by mixing the GraphicEssence customization into

TreeNode. Similarly, the class MaintLink was created by mixing the class

TreeMaintenance in with Link.

From the perspective of the typical Rendezvous programmer, the more

important mix-in classes are Behavior, Style, and Layout. Behavior mix-ins

add generic interactive behavior to graphic objects. Examples of the behavior

mix-in classes include various types of button and menu behavior, and

dragging and resizing. For example, the class ButtonBehavior has internal

states such as active, disabled, pending, and selected. Style mix-ins map

behavior state into graphic state. Button-style mix-ins would map these
states into specific graphical appearances (e.g., highlight, inverted) for a

graphic class. Layout mix-ins support geometric layout on the display, such
as horizontal list and vertical list, implemented with the classes HList and

VList.

Behavior mix-ins often have no constraints, but several event handlers.

Style and layout mix-ins are the opposite—they rarely have event handlers,

but usually have several constraints.

Focusing on Behavior mix-in classes, Figure 19 shows a portion of the

Rendezvous class hierarchy. As far as possible, we try to make all behavior
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Behavior

~=---._
PopsUpBehavlor ButtonBehavlor RotateBehavror InvertBehavior

ToggleButtonBehavior MenuButtonBehavior

Fig. 19. Some of the Behavior mix-in classes in the Rendezvous class library.

and layout mix-ins applicable to all graphic classes. You can, for example,

create a circle button by creating a class with the Circle and ButtonBehavior

classes as superclasses. The TextButton widget (in the Rendezvous widget

library) has SwellStyle (highlight by increasing border size), ButtonBehavior,

InvertBehavior, and Text as superclasses. By inheriting style, behavior, and

graphics from these super classes, the class definition itself becomes very

short—it is only 12 lines of code and comments.

The use of multiple inheritance with mix-ins provides a great deal of

flexibility and reusability, and improves interface consistency. For example,

the basic button behavior and the slots to control it are defined only once, but

can be incorporated into a wide range of graphical objects, including compos-

ite graphical objects. Similarly, styles and layouts can be defined once, and

then widely reused.

There is an important, but subtle, difference between the Rendezvous

environment and most other object-oriented user interface construction tools.

Compared to tools like Garnet [Myers et al. 1990], Xtk [Nye and O’Reilly

1990], the NeXT Interface Builder,7 and the Andrew Toolkit [Borenstein

1990], the Rendezvous environment (like Interviews [Linton et al. 1989] and

Tube [Hermann and Hill 1989]) provides much more support for composing

objects and classes, as well as more support for behavior and display specifi-

cation independent of the classes. There is a corresponding reduction in the

complexity of the basic class definitions. In most toolkits, complex objects like

menus and buttons are hand-coded in the base languages of the toolkit. The

Rendezvous implementations of these classes are based on piecing together

simpler components within the Rendezvous language. This has a critical

implication when an interface implementor needs a new, complex class. We

know this will happen. With many systems, the user interface implementor

has to switch modes and program in a different language to build a new,

complex, primitive. With the Rendezvous language, the interface implemen-

tor simply composes existing simpler classes, using the same language that is

used to build interfaces.

The current Rendezvous class library includes more than 350 reusable

classes. These classes fall into several major groups:

Shapes. The basic graphical primitives, e.g., circle, rectangle, and line.

7See the NeXT documentation on application construction tools.
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Behavior and Style. Classes that can be combined (via multiple inheri-

tance) with shape classes to add behavior (e.g., dragging or highlighting) or

customize appearance (e.g., add a surrounding box or a drop shadow).

Widgets. Complete interface components, e.g., windows, buttons, menus,

and dialog boxes.

Multiuser Interface Components. Interface components which explicitly

support multiuser interaction, e.g., teleprinters to allow users to make ges-

tures for other users, various forms of floor control, multiuser text and

structured graphics editors, an “Add User” widget to add users dynamically.

Architecture Support. Classes to implement the Rendezvous centralized

architecture, e.g., link and tree maintenance.

Support Services. Miscellaneous support needed to work in a complex

environment, e.g., support for communication with the X Window System and

other programs, and a real-time clock to control animations and timestamp

user activity.

5. THE RENDEZVOUS SYSTEM IN RELATION TO OTHERS

The Rendezvous system is related to two classes of tools, tools for construct-

ing CSCW applications and user interface constructions tools in general.

Here we compare and contrast the Rendezvous language with the state of the

art in both areas.

5.1 Groupware Tools

Suite

The Suite system has been developed at Purdue University [Dewan and

Choudhary 1992]. Like the Rendezvous system, it is intended to support

applications that allow multiple people to work with the same data at the

same time. Suite emphasizes many of the same issues as the Rendezvous

system: it allows users to join and leave running applications; it supports

different interfaces for different users; and is based on storing all shared

information in a central location. The intended application domains for the

two systems are, however, quite different. Suite is designed to support

multiuser editing of highly structured text and does not support direct

manipulation of conversational props.
While interfaces implemented in Suite are intended for use by multiple,

simultaneous users, changes that users make to the information being edited

are not necessarily immediately transmitted to the other users (as is the

normal case with Rendezvous applications). The programmer and the end

user have a great deal of control over when changes are “committed (trans-

mitted to the other users). In the domain of applications Suite is intended to

support, this is considered an important feature.

A programmer can implement a delayed-transmission mechanism in the

Rendezvous system that is similar to Suite by adding commit flags to

ACM Transactions on Computer-Human Interaction, Vol. 1, No, 2, June 1994



Rendezvous . 115

the view objects. Within a link, the constraints that carry information to the
abstraction could be trivially modified so that they are only enforced when

the commit flag in the associated view is true. The view objects have to

control the values of the commit flags according to rules of sharing in the

interface.

GroupKit

GroupKit is a system being developed at the University of Calgary [Roseman

and Greenberg 1992]. Its goals are quite similar to those of the Rendezvous

system: it is intended to assist the construction of conversational applications

that are graphical and have a direct manipulation style of interaction.

GroupKit is based on three key components: a run-time architecture for

managing distributed processes, transparent overlays for adding general

groupware components like teleprinters and shared sketching to applications,

and open protocols for extending the basic communications to fit the needs of

new applications.

While there are no explicit overlays in the Rendezvous system, the design

of the graphic model and library classes like Teleprinter make it easy to add

common groupware features to any Rendezvous application.

GroupKit is based on a replicated architecture which provides good perfor-

mance (particularly, low latency). This architecture requires that all users

have compatible versions of the software and may introduce synchronization

problems. Currently, GroupKit does not support a shared graphic model as

the Rendezvous system does.

GroupKit was implemented in C++ and based on the Interviews toolkit

[Linton et al. 1989] which is discussed below. Recently, it has been reimple-

mented in TCL\TK [Ousterhout 1990].

ConversationBuilder

ConversationBuilder has been developed at the University of Illinois at
Urbana-Champaign [Kaplan et al. 1992]. Like the Rendezvous system,

ConversationBuilder uses a centralized architecture. Beyond this there are

few similarities.

ConversationBuilder is intended to help structure group interactions. It

allows the specification and enforcement of protocols by which groups inter-

act to get work done. It is primarily for asynchronous interaction, where

users are effectively exchanging messages of specific types, as required by the

protocol. ConversationBuilder records the messages and ensures that they

constitute a conversation according to the protocol.

Unlike the Rendezvous applications, there is no assumption that the users

are in an audio or video telephone conversation. The word “conversation”

has two very different meanings in “conversational props” and “Con-

versationBuilder.”

Ensemble

Ensemble is a structured graphics editor developed as part of a distributed

conferencing system [Newman-Wolfe et al. 1992]. Three key similarities
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between Ensemble and the Rendezvous system are: an emphasis on simulta-

neous editing of structured graphics by multiple users, customization of views

for different users, and an architecture based on a central abstraction, but

with considerable autonomy in the views. Ensemble’s implementation is

based on distributing the views, similar to the proposed distributed ALV

architecture discussed in Section 3.1.

The developers of Ensemble report that there are no synchronization

problems with their architecture, but do not make any performance claims

(although low-latency feedback is a claimed goal).

RVL

RVL is a declarative programming language used in the Weasel system for

developing groupware [Graham and Urnes 1992]. The goals of RVL are very

similar to ALV. For example, both emphasize high-level declarative specifica-

tion of the linkage between application and user interface, customization of

views for different users, and automatic handling of communication and

synchronization. Like ALV, RVL uses declarative programming techniques to

maintain consistency of data between the abstraction and views, rather than

exchange commands or instructions explicitly. Weasel uses a distributed

implementation much like Ensemble. The developers of RVL report that

performance does not degrade severely as the number of users is increased,

implying that a distributed implementation of a centralized architecture may

give good performance with a large number of users.

5.2 Tools for Single-User Interfaces

Garnet

Garnet is a user interface development tool being developed at Carnegie

Mellon University [Myers et al. 1990]. There are many similarities between

Garnet and the Rendezvous language. Both are based on Common Lisp,

support constraints and declarative graphics, and are object oriented. Both

have been used to build elaborate graphical direct-manipulation interfaces. A

key philosophical similarity is the notion that a user interface is a collection

of graphical objects with which the user interacts.

Garnet is more mature than the Rendezvous system and has many more

users. Also, several direct-manipulation tools for constructing interfaces have

been developed for Garnet (e.g., Lapidary [Myers et al. 1989], C32 [Myers
1991], Gilt [Hashimoto and Myers 1992]).

Despite the technical similarities between Garnet and the Rendezvous

system, there are some key technical differences:

Multiuser Bias. The Rendezvous system is designed to support the con-

struction of multiuser interfaces. As such it has a different emphasis and

different underlying technologies from Garnet. For example, the Rendezvous

system supports multiple processes so that it can support multiple users

efficiently in parallel. All of the Rendezvous languages features have to be
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aware of the process system and work effectively with it. Garnet does not

support multiple processes.

The Object Base. Garnet is based on its own object system that uses a

prototype-instance model instead of the more common class model for object

specification and creation. The prototype-instance model makes some things,

such as copying objects, easier relative to the class model.

Display Hierarchy. Hierarchy and the display hierarchy are fundamental

to the Rendezvous run-time system. Garnet supports hierarchy but it is not

as complete and thorough a notion as in the Rendezvous system. This may

make it easier to build composite classes from simpler classes (complex

widgets from simple widgets) with the Rendezvous system than with Garnet.

Input Handling. Garnet relies on interactors [Myers 1990] as the primary
input-handling mechanism. The interactors encapsulate interactive behavior

and are normally drawn from a library. Writing new interactors can be

difficult. The basic input-handling mechanism in the Rendezvous environ-

ment delivers events that are generated by users directly to objects (usually

the objects directly under the mouse pointer). These events can be handled by

library event handlers that are added to the objects, or the programmer can

build custom event handlers with the event-handling language. This mecha-

nism is good for interfaces where the objects in the interface do not have

much interactive behavior in common. It is more general than interactors,

but may not be as effective for interfaces where the objects have a lot of

interactive behavior in common (e.g., graphical editors). For these interfaces,

Tom Brinck has built a layer on top of the Rendezvous language that makes

it easy to implement “tools” that are used by the users to manipulate

individual objects directly in a heterogeneous set of objects [Brinck and Hill

1993].

Constraint System. The Rendezvous constraint system is similar to the

Garnet constraint system, but more powerful and flexible. For example, the

Garnet constraint system is not flexible enough to support structural con-

straints (see Section 3.3) nor the ALV architecture (see Section 3.1).

InterViews

InterViews is a toolkit, originally developed at Stanford University, for

constructing graphical direct-manipulation interfaces [Linton et al. 1989].

InterViews is philosophically similar to Garnet and the Rendezvous system.

It is based on an object-oriented programming language (C ++ ) and views

user interfaces as hierarchies of graphical objects. InterViews supports many

forms of composition and layout, making it a powerful tool for assembling

interfaces from components.

InterViews distinguishes between interactive objects or views (correspond-
ing to ALV’S views) and abstract objects or subjects (corresponding to ALV’S

abstractions). InterViews lacks an analog to the links of ALV. The connec-
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tions between views and subjects must be made with callbacks and ad hoc

C++ code.

InterViews has no support for advanced programming techniques like

constraints, event handlers, or concurrency.

6. SUMMARY AND FUTURE WORK

The Rendezvous language and architecture have been developed to help

implement computer applications that allow multiple people to manipulate

the same information at the same time. We believe that these applications

can be an important form of communication that can augment audio and

video communication.

Given that we anticipate that users of applications built with the Ren-

dezvous system will be primarily interested in communicating with other

people and not with a computer, the user interface of these applications is

critical to their success. We believe that a graphical, direct-manipulation

style of interaction will be the least obtrusive and, so, must be supported even

though it is a difficult style to implement. In particular, this style of interac-

tion requires that application-specific user interface components be developed

for almost every new interface. Thus, unlike many contemporary user inter-

face construction tools that consist mainly of a collection of interface compo-

nents or widgets, the Rendezvous environment provides support for creating

new components, because powerful user interfaces will always require new,

application-specific components.

Programmers using the Rendezvous system see no difference between

building user interfaces and building user interface components—interface

components can be assembled from simpler interface components; hence, the

complete interface is just a large complex interface component. The interface

developers build interfaces by building collections of objects that model or

describe the graphics that the users are to see. These models are interactive

in that they respond to input from the user in the form of mouse motion and

button events. The tools the programmers use to build these models are:

—a powerful object-oriented programming system,

—a constraint system that maintains relations among objects,

—an event-handling system to respond to user input, and

—a declarative graphics system that maps the collection of objects into a

graphic representation on the users’ displays.

The Rendezvous system is in the general class of software tools and

technology known as User Interface Management Systems (UIMSS). Within

this domain it is special in that it includes explicit support for multiuser

interfaces. This explicit support forces us to confront the problems associated

with separating views from abstractions. As discussed in Section 3, this

separation has been advocated from the beginning of UIMSS, but is rarely

achieved. We have addressed the problems by having the views store infor-

mation that is redundant with information in the abstraction. We then use

the constraint system to maintain the consistency of the redundant informa-
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tion. We believe that this solution is unique. Interface developers using the

Rendezvous system report no problems using this approach for building

multiuser applications.

Several large and many small applications have been built with the Ren-

dezvous system. The large applications include TelePictive, a tool for collabo-

rative design of user interfaces [Miller et al. 1992], two major variations on

the CardTable application (the first of which is shown by Rohall et al. [1992]),

and an elaborate drawing program [Brinck 1992; Brinck and Gomez 1992]

(with many variations [Brinck and Hill 1993]). In total, 14 people have used

the Rendezvous system to build multiuser applications. Currently, there are

about 57K lines of Rendezvous code in the applications and libraries. The

code for these applications and libraries include definitions for

780 classes,

700 constraints,

553 methods, and

269 event handlers.

That the number of constraint definitions exceeds the number of method

definitions indicates that the constraint system is well used. It is also clear

that inheritance is being heavily used—many classes are defined without

defining new constraints or methods.

There are several important features of the Rendezvous system that, based

on feedback from interface developers, we think represent good decisions or

approaches:

Centralized Abstraction-Link-View Architecture. The centralized architec-

ture has made it relatively easy to build elaborate interfaces with minimal

restrictions on concurrent action by users. This concurrent action seems to be

important to the use of the interfaces as conversational props. Without

centralization, concurrency would have been much more difficult to control.

Given centralization, the ALV architecture and the Rendezvous constraint

system made it easy to implement the user interfaces and maintain consis-

tency among them.

Constraints. The Rendezvous constraint system has proven to be an

important and powerful tool. Important features in the constraint system

include indirection, tolerance of side effects, and special handling of uninitial-

ized variables.

Hierarchical Declarative Graphics. The graphics system, based on a hier-

archy of graphical objects that are automatically redrawn whenever their

graphical properties change, has been a big help to programmers. Instead of
concentrating effort on generating and maintaining graphics, they can con-

centrate on the semantics of the application and the user interface.

CLOS and X. The selection of CLOS as a base object system and X as a
networked device-independent graphics system were both good decisions.

CLOS is powerful yet easily used and was designed to be extensible. X has
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proven useful and widely available. More importantly, both are de facto

standards, so implementations that are efficient, reliable, and commercially

supported are available.

There are also some fundamental limitations with the Rendezvous system:

Must Build Our Own Widgets. The advanced programming model of the

Rendezvous language makes it impossible to use existing widget sets. Thus,

we must build our own widgets. This is a time-consuming process, especially

when trying to match the appearance and behavior of a large and complex

widget set, such as the MotifTM widget set.

Performance. Constraints make it easy to get results that look right. But

it is also easy to get the right result via an inefficient mechanism. Program-

mers must be careful to check their interfaces once they are running to be

sure that the constraints they have implemented use a reasonable method to

produce the correct results.

The declarative graphics system is a great aid in quickly getting interfaces

running, but hand-coded graphics-updating routines can give much better

performance in some cases. A declarative system that allows hints about

possible optimizations might be able to capture the best of both worlds—rapid

development and good performance by taking advantage of special cases. A

step towards this hybrid approach, the current graphics system includes

support for drawing of objects using a sprite mode. This mode is good for

objects that are moving quickly (e.g., teleprinters and objects being dragged),

Also, hooks have been installed in the core redraw code to support fast

scrolling.

Millimeters Instead of Pixels. We chose to use the millimeter as the

fundamental unit of measure for graphics. In principle this was probably a

good approach. Unfortunately, X is fundamentally pixel oriented, and the

ratio of millimeters to pixels varies among displays. This results in undesired

appearance when dealing with graphic objects that X cannot scale (such as

images and text). Given the limitations of X, we should not have tried to use

millimeters, but instead, we should have given the programmer the ability to

convert millimeters to pixels when necessary.

Attributes of the Class Graphic. Deciding what attributes will be common
to all subclasses of a class, and hence, should be in the class, is often difficult.

In the Rendezvous class hierarchy, it is crucial that the class Graphic be well

designed at the beginning of the project, but this is difficult to do without a

large experience base. Our experience suggests that only simple graphic

parameters need to be included (e.g., position in window, position relative to

parent, and size) and that most other graphic parameters can be added (say,

‘M Motif is a trademark of the Open Software Foundation, Inc.
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with mix-ins) if and when needed. We put too many graphic parameters in

Graphic (e.g., line width, fillColor, borderColor, and a wide range of position

and size controls). When specifying classes, it is probably easier to add

needed features than to remove unneeded complexity; therefore, it is proba-

bly best to start simple and add features only when you are sure they are

needed.

Consistency of Color Maps and Fonts. The X Window system makes it

difficult to ensure consistency of color maps and fonts across different X

servers. This makes it very difficult to ensure consistency of interface appear-

ance for multiple users—much harder than it should be.

None of these problems are insurmountable, and our experience has been

generally positive—the developers using the Rendezvous system have been

able to generate a range of multiuser applications without undue effort.

There are four major areas we could explore in the future, building on our

current tools and knowledge:

Linking Things Other than Values. The current linking mechanism we

use in ALV maintains consistency of slot values and consistency of hierarchi-

cal structure. For many object systems this may be all that is needed, but in

the Rendezvous object system there is more to the state of an object than just

slot values. Rendezvous objects can also contain event handlers and con-

straints. The linking mechanism should also ensure that linked objects have

the same event handlers and constraints.

The current constraint-based linking mechanism is good at maintaining

consistency of slot values between views and the abstraction. But sometimes

a view needs to send a signal to the abstraction, such as “reset the game.”

This could be encoded as a change of state that can be conveyed by con-

straints, but it would be better to allow views to send events to the abstrac-

tion and vice versa. It maybe possible to do this with minimal changes to the

model by using links as intermediaries that relay events.

Distributed Implementation. The current implementation of the Ren-

dezvous system is based on a centralized implementation, where a single

UNIXTM process implements the abstraction and all of the views. This is a

return to timesharing, only worse. Typically, when several users are using a

timesharing system, they do not all need service from the processor at the

same time. With multiuser applications, if one user’s display is updated it is

likely that the other users’ displays must be updated. Thus many users

require service at the same time. This almost guarantees that one processor

will not be enough. The challenge is to simultaneously maintain a centralized

TM UNIX is ~ ~egi~tered trademark of XOPen CO.> Ltd.
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architecture to keep synchronization problems manageable, ensure rapid

feedback to all users even when they are widely distributed (say, throughout

a single continent) and network delays are significant, and efficiently dis-

tribute the processing load across several processors.

User Interface Design for Multiuser Applications. User interfaces for mul-

tiuser interfaces have many features in common with single-user interfaces—

but there are many differences as well. Multiuser applications are used both

to get work done (interacting with the computer) and communicate with

other users (interacting with humans). For example, multiuser interfaces

require mechanisms that allow users to share perspectives, such as teleprint-

ers and scrolling that is synchronized among several users. Much work

remains to be done on understanding the requirements of multiuser inter-

faces, developing interface design guidelines, and developing standard inter-

face components for multiuser interfaces (e.g., teleprinters and shared scroll-

bars).

Graphical Multiuser Interfaces for Building Graph ical Multiuser Interfaces.

One of our goals is to make the construction of graphical multiuser applica-

tions faster and easier. To do this, we should add graphical interfaces to the

Rendezvous system. Since user interface design and development is often a

multiuser task, these interfaces should allow multiple users to collaborate on

interface design and implementation. Of course, these interfaces at first

would be built with the current Rendezvous system, but eventually be built

with themselves. The Conversation Board’s ability to edit running Ren-

dezvous interfaces [Brinck and Hill 1993] and the TelePictive application

[Miller et al. 1992] are initial steps toward building such tools.

The Rendezvous system has been used by a range of people to develop a

wide range of simple interfaces and several complex interfaces, Throughout

the development of these interfaces, their developers have provided feedback

to the developers of the Rendezvous system. This feedback has driven the

design and refinement of the Rendezvous language, architecture, and li-

braries. As a result, the Rendezvous system, in its current form, is useful for

developing graphical direct-manipulation interfaces for applications that are

to be used by multiple users at the same time. The feedback from the

interface developers has been crucial to the refinement of the Rendezvous

architecture and language.

APPENDIX—Details of Tlc-Tac-Toe Implementation

A version of this article, which includes a detailed discussion of the imple-

mentation of the Tic-Tac-Toe example, including generous code fragments, is

available via anonymous ftp. To get copy, connect to thump er.bellcore.com

(128.96.41.1), log in as anonymous, cd to pub\rdh\Rendezvous, set the
transfer mode to binary, and get the file tochi.appendix. ps.Z. This file is

Postscript that has been compressed with the UNIX compress program.
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